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Abstract— Single Photon Avalanche Diode (SPAD)-based direct
time-of-flight (dToF) depth sensors are widely used in Internet of
Things (IoT) devices due to their high accuracy. Existing SPAD-
based dToF sensors measure depth by continually accumulating
the depth-measured value in a histogram. However, histogram-
based methods typically have low convergence speed (~10
frames per second (FPS)) and large memory overhead (MB-
level), hindering their use in real-time embedded IoT devices. To
overcome these two challenges, we propose SSC, a histogram-
free Spatial and Statistical Correlation based depth measurement
method. On the one hand, SSC applies the spatial correlation of
the adjacent pixels to accelerate the convergence speed. On the
other hand, SSC explores the statistical correlation of depth
measurements to reduce the memory overhead. In order to
implement SSC with small hardware area and low power, we
design mert-dToF, a memory-efficient and real-time dToF sensor
for efficient execution. mert-dToF abstracts mainly operations
in SSC into four basic operators and designs corresponding
hardware with a fine-grained pipeline to maximize resource reuse
and computational parallelism. Extensive experiments show that
compared with state-of-the-art (SOTA) histogram-based dToF
sensors, mert-dToF achieves ~8% accuracy improvement and
7.80x speedup (from 6.24 FPS to 48.70 FPS). The memory
overhead is reduced by up to 60.91% (from 48 KB to 18.75
KB).

I. INTRODUCTION

Depth sensors are widely used in many Internet of Things
(IoT) products, such as Smartphone [1], Augmented Reality
helmets [2], Unmanned Aerial Vehicle [3], etc. Among various
depth measurement techniques, Single Photon Avalanche Diode
(SPAD)-based direct time-of-flight (dToF) depth sensors have
been widely used due to their higher accuracy than other depth
sensors [4], [5].

State-of-the-art (SOTA) SPAD-based dToF depth sensors
mainly use histogram-based methods to measure the depth of
target objects. Fig. 1 depicts the flow of the basic histogram-
based method, Time-Correlated Single Photon Counting (TC-
SPC) to measure the depth of one pixel. For simplicity, we focus
on one pixel as an example, denoted as the target pixel. TCSPC
mainly contains four parts, i.e., a pulse laser, a SPAD array,
time-to-digital converters (TDCs), and histogram accumulators.
During the depth measurement, the pulsed laser continuously
emits photon pulse signals to the target object (O in Fig. 1). The
time interval between two adjacent pulses is called the “photon
cycle”. Then, the photon pulses reflect off the surface of the
target object and return to the SPAD array (@ in Fig. 1). After
that, the SPAD array generates response pulses and transmits
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Fig. 1: Time-Correlated Single Photon Counting (TCSPC)

them to the TDCs. TDCs create the corresponding timestamp
(i.e., At in Fig. 1) according to the time difference between the
emitted pulse and the response pulse (® and @ in Fig. 1). The
timestamp is proportional to the depth, and for simplicity, we
regard the timestamp as the detected depth in this paper. TCSPC
uses a depth histogram to store the frequency of each depth
value in a certain histogram bin. The histogram accumulator
receives the timestamp from TDC (® in Fig. 1) and uses the
timestamp as the index of histogram bins to accumulate the
depth frequency (® in Fig. 1). Finally, TCSPC selects the peak
bin as the depth result.

However, TCSPC brings two significant challenges, as shown
in Fig. 2. The first is the low convergence speed of the depth
measurement (~10 frames per second (FPS)), especially
when the signal-to-background ratio (SBR) is low. For example,
for the outside scenarios (e.g., SBR=0.1), only 10% of the
received signals are from the target object. TCSPC only uses
the information from the target pixel and needs to accumulate
more than 1.6 x 10* photon cycles to avoid the negative effect
of the background noises. Here 1.6 x 10* photon cycles are
equivalent to 6.25 FPS when one photon cycle is 10us [6]. The
second is the large memory overhead to store the histogram
(MB-level). The memory occupancy of the histogram depends
on the bit width of each bin and the number of bins. For the
former one, TCSPC needs a large number of photon cycles, so
the bit width of each bin is also large (e.g., 8~16 bits [7], [8]).
For the latter one, the number of bins should be large enough
to achieve high depth resolution (e.g., 1024~4096 bins [9]).
Therefore, each pixel requires a KB-level histogram memory,
resulting in an MB-level memory for the entire 32x32 SPAD
array [10]. To reduce the memory overhead, many dToF sensors
use the two-step Partial Histogram (PH) methods [8], [11] and
reduce the memory overhead to ~100 KB for the entire 32x32
SPAD array [10]. However, PH slows down the speed of depth
measurement to ~5 FPS and usually causes unrecoverable
accuracy loss by 10% because of an additional measurement
step.

To accelerate the convergence speed and reduce the memory
overhead of TCSPC without accuracy loss, we propose SSC, a
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Fig. 2: Challenges of histogram-based methods and our solutions.

histogram-free Spatial and Statistical Correlation based depth
measurement method. In addition, to efficiently perform SSC
with small area and low power, we design a memory-efficient
and real-time dToF sensor (mert-dToF). As shown in Fig. 2,
our main contributions include:

o To accelerate the convergence speed of the depth measure-
ment, we propose to use the spatial correlation of adjacent
pixels to strengthen the depth measurement. The spatial
correlation is inspired by the fact that adjacent pixels tend
to have similar depth values. By using the information of
adjacent n pixels, SSC can ideally accelerate the convergence
speed by up to nx. Experiments show that using 25 adjacent
pixels, SSC achieves ~ 8% accuracy improvement and up
to 7.8x speedup (from 6.24 to 48.7 FPS) compared with
TCSPC and PH.

o To reduce the large memory overhead, we discover the
statistical correlation of the depth measurement inspired
by the duration of pulse signals. Specifically, the duration
of pulse signals makes adjacent bins of the true depth
also appear frequently. Using the statistical correlation, we
only store a fixed number of candidate bins instead of the
entire histogram with N bins. Thus, SSC reduces the space
complexity from O(N) to O(1). Experiments show that by
storing 5 candidates, SSC reduces the memory overhead by
99.08% and 60.90% compared with TCSPC and PH.

« To save hardware power and area for additional computation
in SSC, we abstract and design four basic operation units of
SSC to reduce the hardware costs through resource reuse. In
addition, a fine-grained pipeline is proposed to maximize
resource reuse and computational parallelism. As a result,
the power and area of the sensor hardware are reduced by
92.25% and 97.09% compared with TCSPC, and reach a
comparable level compared with PH.

II. BACKGROUND AND RELATED WORK
A. Components of SPAD-based dToF Sensors

SPAD-based dToF sensors mainly contain four parts:

o Pulsed laser: The pulsed laser emits a continuous low-duty-
cycle photon pulse signal to the target object for depth
measurement.

e« SPAD array: The Geiger-mode SPAD array instantly
generates a response pulse and transmits it to TDC once
it receives one single photon [12]. Due to the hardware
limitation, We activate a part of the SPAD array (e.g.,
0.5k~1k SPAD pixels) for depth measurement at a time
and aggregate results to form the depth of the entire scene.

o Time-to-Digital Converter: The TDC receives the response
pulse from the SPAD array and calculates the time difference
between the emitted and received pulses as timestamps.
Timestamps are the index of a histogram bin whose range
determines the the number of bins in the histogram.

o Histogram Accumulator: In histogram-based methods,
according to the timestamps from the TDC, the histogram
accumulator accesses the histogram to get the corresponding
bin and increases its frequency by one.

In addition, each histogram bin represents a certain depth
value, which can be calculated using the following formula:
ey
where I,;, denotes the bin index, ¢;, denotes the time resolution
of each bin, and c¢ denotes the speed of light.

depth = Ibin X thin X C,

B. Depth Measurement Methods

After the histogram accumulation, we need to measure the
depth values of each pixel. There exist two common-used
depth measurement methods: CPU-side methods and sensor-
side methods.

In the CPU-side methods, the histogram data of all pixels
are transferred from the dToF sensor to the CPU. Then
the CPU performs complex methods using the histogram as
input. Existing methods include maximum likelihood-based
methods [13], [14], convex optimization-based methods [15],
[16], etc. Despite the high accuracy, they usually have high
latency of a few minutes [13], which is unacceptable in real-
time IoT applications.

In the sensor-side methods, the depth result is generated in
the dToF sensor without the data movement of the histogram.
The benefit is that it can complete the processing faster, usually
reaching ~ 10 fps [9]. However, inside the dToF sensor, it is
difficult to deploy sufficient computing resources to support
complex methods. Therefore, the sensor-side TCSPC and
PH methods select the peak bin of the histogram for depth
measurement with Eq. 1 and cause the low convergence speed
and large memory overhead.

III. MOTIVATION

As discussed in Sec. I, the histogram-based depth sensors
need MB-level memory overhead and 1.6 x 10 photon cycles
to converge. These two drawbacks hinder the adoption of SPAD-
based dToF depth sensors on many memory-constrained and
real-time IoT devices. We define and explore the spatial and
statistical correlation to address the two challenges, respectively.

For the spatial correlation in Fig. 2-S1, we discover the fact
in real world that adjacent pixels show a high probability of
having the same depth true value. The spatial correlation allows
us to use more information from adjacent pixels to strengthen
the depth measurement of the target pixel. For example, if using
the depth values from the adjacent n xn = n? pixels to measure
the depth of the target pixel in one cycle. Histogram-based
methods need n? cycles to gain the equal information. Using
additional information can not only accelerate the convergence
speed, but also increase the accuracy.
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For the statistical correlation in Fig. 2-S2, we are inspired
by the duration of pulse signals. Specifically, pulse signals will
last a period (e.g., ~ 2ns) which means a few bins (e.g., ~ 5
bins) duration in the histogram [4]. The duration of the pulse
signals makes the adjacent bins of the true depth also appear
frequently. The statistical correlation shows us the opportunity
to store a few depth candidates instead of the entire histogram
with 1024 ~ 4096 bins. Then, we can continually add the
high-frequency depth values to the candidates. Therefore, we
reduce the space complexity from O(N) to O(1).

The neglect utilization of the spatial and statistical correlation
in histogram-based depth sensors motivates us to design a new
depth measurement method and a new dToF sensor using these
correlations.

IV. DESIGN OF SSC
A. SSC Overview

Fig. 3 shows the overview of SSC to measure the depth
of the target pixel (the blue pixel in the center of the depth
image) in one photon cycle. For each photon cycle, we divide
SSC flow into three stages, i.e., preprocessing stage, depth
measurement stage, and denoising stage.

The first stage is the preprocessing stage. As shown in
Fig. 3(a), we aim to calculate the frequency of the target
depth in one photon cycle. The second stage is the depth
measurement stage. As shown in Fig. 3(b), we aim to measure
the depth results of the target pixel with a fixed number of depth
candidates and continually update them. The third stage is the
denoising stage. As shown in Fig. 3(c), we aim to alleviate
the negative effect of the background noises.

B. Preprocessing Stage

As shown in Fig. 3(a), we receive a depth image from
TDC in each photon cycle. To count the frequency of the
target pixel, we first select the depth values of the adjacent
pixels within a sliding window (red box in the depth image),
according to the spatial correlation. In addition, we apply
statistical correlation by considering two pixels have the
“same” depth values (blue pixels in the depth image) when
their depth difference is less than o bins, where o is the pulse
duration bins. With the help of two correlations, we get the
depth frequency of the target pixel in the one photon cycle.
Then, using the depth frequency of each pixel, we can get a
frequency image for all pixels.

C. Depth Measurement Stage

According to statistical correlation discussed in Sec. I,
we assign o depth candidates for the target pixel to store
the high-frequency o depth values and their frequency values.

Denoted the candidates of ¢-th cycle as C'*). Using the depth
and frequency images from the first stage, we update depth
candidates of the target pixel by an update algorithm (blue
box in Fig. 3(b)) with the following three steps:

Firstly, we apply the spatial correlation by selecting the
most frequent o depth values from the adjacent pixels (two
red boxes in Fig. 3(b)) as temporary depth candidates, denoted
as T,

Secondly, since 7™ only store information in one cycle,
the frequency values in 7(*) are generally lower than those in
C® . To get the real frequency values in T(*), we use the C*)
to calibrate 7(*) with the statistical correlation in Eq. 2:

7" F(p)+=>_ CUV.F(g)
q€eS

S = {q||C""V.D(q) - TW.D(p)| < o},

where p and ¢ denote the indices of T(*) and C®). D and F
denote the depth values and frequency values. S denotes the
indices of depth values that satisfy the statistical correlation.

Finally, we select the most frequent o depth values and
its frequency values from C*~1) and T® to get the updated
depth candidates C'®).

D. Denoising Stage

(@)

For low SBR scenarios, the background noise, which
becomes a depth candidate in the early photon cycles, has a high
opportunity to be continually updated to have a high candidate
frequency. In this case, the noise is hard to be removed, leading
the method to fall into local optima. As shown in Fig. 3(c), to
make the method have the ability to get rid of local optima,
we adopt the idea of momentum update to calibrate C*) by
multiplying a specific aging coefficient A\qg;ng to the Cc®.F.

E. Final Result Generation

After N photon cycles, the target pixel gets o depth
candidates C(N). However, low-frequency background noise
may also appear in C'"V) without being effectively removed.
In order to avoid the negative effect of the background noise,
we calculate the final depth by averaging the depth values of
CN) whose frequency values are above half of the highest
frequency value:

1
Dove = — > C™N) D(i

3
1
M = {i||§ma:c[C(N).F] < CW™) F(i)},
where 7 denotes the index of the candidates, N denotes the

total photon cycles of depth measurement, | M| denotes the
number of data in M.
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V. DESIGN OF MEMORY-EFFICIENT AND REAL-TIME
SPAD-BASED DTOF SENSOR

A. mert-dToF Overview

Fig. 4(a) illustrates the overview of mert-dToF. Compared
with existing SPAD-based dToF sensors, mert-dToF also
contains a pulsed laser, a SPAD array, and TDCs. The main
difference is in the depth processing units after TDCs. In mert-
dToF, we set an image SRAM group and a candidate SRAM
group for data storage. The image SRAM group stores the
depth from TDCs as a depth image and the candidate SRAM
group stores the candidates and their frequency values for each
pixel. In order to accomplish SSC with low hardware resources
consumption, we summarize and abstract the operations of
SSC into four basic operators and design the corresponding
computing units, i.e., accumulators, customized adders, sorting
units, and average units. The computations of SSC can be
executed by configuring the datapath and reusing the computing
resources (Sec. V-B).

Besides, to further reduce the computing latency, we design
a fine-grained pipeline for mert-dToF, i.e., operations using
different memory and computing resources can be executed in
parallel (Sec. V-C). To realize fast intermediate data read/write
in the pipeline structure, a register file (RF) is inserted between
the SRAM groups and the computing units. Each register in
the RF is 20-bit to store a 10-bit depth and a 10-bit depth
frequency.

B. Components Design

1) SRAM Group: mert-dToF uses two SRAM groups for
images and candidates storage. The data mapping and organi-
zation in SRAM groups are shown in Fig. 5.

The image SRAM group stores the depth information from
TDCs. In SSC, to exploit the spatial correlation information,
we need to fetch the adjacent neighbors within one sliding
window for each image pixel. For the purpose of minimizing the
SRAM read latency, we design a row-level SRAM interleaved
pixel mapping method according to the maximum size of the
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Fig. 5: Data mapping and organization in SRAM group.

(c) (d (e)

)(e) Average unit.
sliding window, as shown in Fig. 5(a). Assuming the length of
the sliding window is w, we use w SRAMs to store the depth
image. Specifically, the iw + j|;z%’11’22‘_'_'_(w71)—th image rows
are stored in the j-th SRAM in the irﬁage SRAM group. With
the row-level SRAM interleaved pixel mapping, w image rows
can be read out concurrently from w SRAMs.

The candidate SRAM group stores o candidates (depth and
frequency) for each pixel. In SSC, the operations related to the
candidates are performed pixel-by-pixel. In order to read all the
candidates for one pixel at a time, we split o candidates of each
pixel into 0 SRAMs. Furthermore, we make a restriction that
the candidate SRAM number is decreased with the candidate
frequency.

2) Accumulator Array: As shown in Fig. 4, the accumulator
array is designed to count the depth frequency of the target pixel
within the spatially correlated sliding window. To accumulate
one sliding window data with the size of w, mert-dToF allocates
w accumulators, each of which has w inputs. In the first
accumulation cycle, each accumulator calculates the summation
of one column of the sliding window. The inputs are read from
the RF. In the second accumulation cycle, the w column-wise
accumulation results are summed by one of w accumulators,
whose input are directly read from other accumulators. For
calculating depth frequency, the inputs of the accumulator are
generated by the customized adders that validate the spatial
and statistical correlations.

3) Customized Adder Array: The customized adder illus-
trated in Fig. 4(c) is mainly used for analyzing the statistical
correlation in preprocessing stage and depth measurement
stage in SSC. As shown in Sec. IV-B, the customized adder
counts the frequency of the target pixel by comparing the sub-
traction result between two depth values with o. Similarly, for
the depth measurement stage, the customized adders perform
the same depth check and vanilla addition. Furthermore, the
denoising stage causes a multiplication between the candidate
and the aging coefficient Aqg;ng. In order to simplify the
hardware implementation without accuracy loss, we restrict the
aging coefficient to fix-point decimal. Then the multiplication
can be expressed as the subtraction between original frequency
and its right-shift results. In the example shown in Fig. 4,
Aaging 18 restricted to 1 — (1 >> 4) = 0.9375.

4) Sorting Array: The sorting array is designed to select
the most frequent temporary candidates/candidates at the depth
measurement stage. The basic sorting unit is shown in Fig. 4(d).
The sorting unit contains K Top-K registers and K temp
registers. The Top-K registers keep the first K candidates with
the highest frequency in a descending order. In the first sorting
cycle, the new entered candidate is firstly sent to the first temp
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register. In the second sorting cycle, we compare the frequency
of the candidates stored in the first Top-K register and the first
temp register. If the former is larger, the new candidate in the
first temp register will be moved to the second temp register.
Otherwise, the candidate stored in the first Top-K register will
be sent to the second temp register, and the new candidate will
be written into the first Top-K register. In the third sorting
cycle, the first temp register receives a new candidate data. The
first Top-K/temp register and the second Top-K/temp register
perform comparison and update concurrently as the second
sorting cycle. Therefore, the proposed design can achieve low
latency streaming process of the candidates sorting. To be
specific, when we select Top-K values from N elements, (K +
N) sorting cycles are required.

5) Average Array: The average unit in Fig. 4(e) is used to
calculate the final results (Eq. 3). For the simplicity of hardware
implementation, we convert the division into multiple shift
operations by restricting the number of depth indices | M| be
an integer power of 2 and calculate the average value in Eq. 4:

Dy (0.5Fy > Fy)
result=4 Y1 Di>>1 (0.5F < F, & 0.5F, > F3)
S Di>>2 (0.5F < F).
“
C. Fine-grained Pipeline data Flow Analysis

In order to meet the demand for processing the continuous
photon signals, mert-dToF needs to complete the processing
of a photon in one photon cycle. To be specific, within one
photon cycle, we need to complete the preprocessing stage,
depth measurement stage, and denoising stage. To satisfy this
latency requirement, the fine-grained pipeline data flow is
designed as shown in Fig. 6.

VI. EXPERIMENTS
A. Experimental Setup

1) Depth Evaluation Setup: In order to evaluate the perfor-
mance of SSC, we use the simulation model described in [15]
with the real physical scenes (i.e., Art, Bowling, and Baby)
from the Middlebury dataset [17] to generate 20000 photon
cycles and the depth ground-truth. All scenes are simulated
with SBR=0.1. The the number of bins in the histogram is
1024. We set duration of pulse signal o to 5 and store 5 depth
candidates for each pixel. To evaluate the accuracy of SSC, we
use the root mean-square error (RMSE) in [15].

2) Hardware Simulation Setup: The latency, area, and
power data of the SRAM are derived from CACTI [18] under
22nm technology node. For other digital computing units, we
estimate the latency, area, and power using Synopsys Design
Compiler with TSMC 65nm technology library. We scale these
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Fig. 7: Evaluation results for (a) Art (Red boxes show the noisy areas.), (b)
Baby and (c) Bowling scenes at SBR = 0.1.

performance results to 22nm technology node according to
[19]. For the reason that we do not modify the hardware of
pulsed laser, SPAD array, and TDCs, our evaluation mainly
focuses on the imaging part after TDCs.

B. SSC Performance Evaluation

We compare SSC with the TCSPC and PH methods which
are widely used in the sensor side [7], [8], [11]. Results are
shown in Fig. 7. SSC converges faster than both TCSPC and
PH in all three scenes with better accuracy. Note that PH is a
two-step coarse-to-fine method. We estimate their final RMSE
after accumulating 1k, 5k, 10k, and 15k cycles for the first
coarse step, respectively. As we can see, their depth accuracy
depends on the convergence of the first step, which is as slow
as TCSPC. Specifically, for the Art scene, SSC converges 7.8 %,
8.3x faster than the TCSPC, PH with 8.5 %, 22.6% better
accuracy, respectively. At the 2,000-th photon cycle, TCSPC
shows more noise pixels and 3.51x RMSE than SSC. After
16,000 photon cycles, TCSPC has a similar noise level as SSC
in 2,000 photon cycles.

The other two scenes show similar results, SSC shows 4.5 %,
10.8x faster convergence and 7.6%, 6.9% better accuracy than
TCSPC in the Bowling and the Baby scenes, respectively.
Compared with PH, SSC shows 4.8, 16x faster convergence
and 25.3%, 2.6% better accuracy in the Bowling and the Baby
scenes, respectively.

C. mert-dToF Performance Evaluation

1) Hardware Design Space Exploration: To explore the
trade-off among computing latency, hardware area, and power,
we perform the design space exploration (DSE) for the hardware
design parameters of mert-dToF. Fig. 8 shows the DSE results
of four key design parameters (i.e., the number of different
computing units) for the 32 x 32 activated SPAD. The DSE
results for the four computing units show the same trend: as
computing resources increase, the latency gradually decreases,
but it becomes increasingly difficult to obtain further gains
(as other resources become the bottleneck of the critical path);
while the hardware area and power overhead continue to grow.
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Fig. 8: Design space exploration (the circled point is the fist one with latency
< 10ps from the left to the right of x-axis).

The circled point in Fig. 8 is the first design with the latency
less than 10us, and the design points on its right side can
satisfy the one photon cycle latency constraint.

2) Comparison with Histogram-based dToF Sensors: Based
on the DSE results, we select {#Add, #Accu, #Sorting,
#Avg} = {64, 4, 32, 16} as the optimal design parameters for
the 32 x 32 activated SPAD. For other activated SPAD sizes,
we scale the number of computing units due to the SPAD size.
Tab. I shows the hardware performance comparisons between
the histogram-based dToF sensor and mert-dToF. Compared
with TCSPC, mert-dToF achieves 99.08%, 97.09%, and 92.25%
hardware savings on average for memory overhead, area, and
power, respectively. Compared with PH, mert-dToF reduces
60.91% memory overhead with the same level of the area and
power.

3) Area & Power Breakdown: Fig. 9 provides the area and
power breakdown of mert-dToF. The sorting array and the RF
occupy the most area of the hardware. And the customized
adder array is the most power consuming part.

VII. CONCLUSION

In this paper, we aim to solve the problem of high memory
overhead and low convergence speed in existing SPAD-based
dToF sensors. We design the histogram-free SSC with spatial
and statistical correlation, which can reduce the memory
overhead and accelerate convergence speed of the depth
measurement. To realize the proposed SSC, we propose mert-
dToF with small hardware area and low power. Extensive
experiments show that compared with SOTA histogram-based
dToF sensors, mert-dToF achieves ~8% accuracy improvement,
and 7.80x speedup (from 6.24 FPS to 48.70 FPS). The memory
overhead is reduced by up to 60.91% (from 48 KB to 18.75
KB).
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